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Reinforcement learning (RL)

In RL, an agent learns optimal decisions by interacting with an environment.

Real-world applications: autonomous driving, game, clinical trials, ...
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Challenges: Data and computation

• Sample efficiency: Collecting data samples might be expensive or
time-consuming

clinical trials autonomous driving

• Computational efficiency: Training RL algorithms might take a long
time

many CPUs /GPUs /TPUs + computing hours
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RL meets federated learning

Can we harness the power of federated learning?

Agent 1 Agent 2 Agent 𝐾…

Parameter server

Agent 𝑘 …

Federated reinforcement learning enables multiple agents to
collaboratively learn a global policy without sharing datasets.
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This paper

Understand the sample efficiency of Q-learning in federated settings.

Linear speedup:

Can we achieve linear speedup when learning with multiple agents?

Communication efficiency:

Can we perform multiple local updates to save communication?

Taming heterogeneity:

How to combine heterogeneous local updates to accelerate learning?
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Backgrounds:
Markov decision processes and Q-learning



Markov decision process (MDP)

• S: state space • A: action space

• r(s, a) ∈ [0, 1]: immediate reward

• π(·|s): policy (or action selection rule)

• P (·|s, a): transition probabilities
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Value function

Value function of policy π:

∀s ∈ S : V π(s) := E

[ ∞∑
t=0

γtrt
∣∣ s0 = s

]
Q-function of policy π:

∀(s, a) ∈ S ×A : Qπ(s, a) := E

[ ∞∑
t=0

γtr(st, at)
∣∣ s0 = s, a0 = a

]

• γ ∈ [0, 1) is the discount factor; 1
1−γ is effective horizon

• Expectation is w.r.t. the sampled trajectory under π
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Searching for the optimal policy

agent environment st at st+1 rt

1

agent environment st at st+1 rt

1

P, r

Goal: find the optimal policy π⋆ that maximize V π(s)

• optimal value /Q function: V ⋆ := V π⋆

, Q⋆ := Qπ⋆

• optimal policy π⋆(s) = argmaxa∈AQ⋆(s, a)
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Bellman’s optimality principle

Bellman operator

T (Q)(s, a) := r(s, a)︸ ︷︷ ︸
immediate reward

+ γ E
s′∼P (·|s,a)

[
max
a′∈A

Q(s′, a′)︸ ︷︷ ︸
next state’s value

]

• one-step look-ahead

Bellman equation: Q⋆ is unique solution to

T (Q⋆) = Q⋆

γ-contraction of Bellman operator:

∥T (Q1)− T (Q2)∥∞ ≤ γ∥Q1 −Q2∥∞ Richard Bellman

10



Bellman’s optimality principle

Bellman operator

T (Q)(s, a) := r(s, a)︸ ︷︷ ︸
immediate reward

+ γ E
s′∼P (·|s,a)

[
max
a′∈A

Q(s′, a′)︸ ︷︷ ︸
next state’s value

]

• one-step look-ahead

Bellman equation: Q⋆ is unique solution to

T (Q⋆) = Q⋆

γ-contraction of Bellman operator:

∥T (Q1)− T (Q2)∥∞ ≤ γ∥Q1 −Q2∥∞ Richard Bellman

10



Asynchronous Q-learning

Q-learning: Stochastic approximation for solving Bellman equation.
With a transition sample (st, at, rt, st+1), update Qt as

Qt+1(st, at) = (1− η)Qt(st, at) + η (rt + γmax
a′∈A

Qt(st+1, a
′))︸ ︷︷ ︸

Tt(Qt)

, t ≥ 0

η: step size

Asynchronous setting: Update single entry (st, at) along a Markovian
trajectory generated by behavior policy πb

agent at ⇠ ⇡(·|st) environment st at st+1 ⇠ P (·|st, at) rt =
r(st, at) reward next state action

s0 a0 s1 a1 s2 a2 s3 a3 s4 a4 s5 a5 r0 r1 r2 r3 r4 r5
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How to federate Q-learning?



Federated asynchronous Q-learning with local updates

• Local update (agent):
Performs τ rounds of local
Q-learning updates.

Q
k
t+1(st, at)← (1−η)Qk

t (st, at)+ηTt(Qk
t )(st, at).

• Periodic averaging (server):
Averages the local Q-tables.

Qt =
1

K

K∑
k=1

Qk
t .

Agent 1 Agent 2 Agent 𝐾…

Parameter server

Agent 𝑘 …
<latexit sha1_base64="wsRcsGQh/DzIjBt5k+y7oH2IgeE=">AAAB/XicdVDLSgMxFM3UV62v8bFzE2wFV0OmOtruim5cVrAPaGvJpJk2NPMgyQh1KP6KGxeKuPU/3Pk3ZqYVVPRA4HDOvdyT40acSYXQh5FbWFxaXsmvFtbWNza3zO2dpgxjQWiDhDwUbRdLyllAG4opTtuRoNh3OW2544vUb91SIVkYXKtJRHs+HgbMYwQrLfXNvVI3Yv2k62M1kl7iTqc341LfLCILOVXHRhBZDrKrxympVisnjgNtC2UogjnqffO9OwhJ7NNAEY6l7NgoUr0EC8UIp9NCN5Y0wmSMh7SjaYB9KntJln4KD7UygF4o9AsUzNTvGwn2pZz4rp7MUv72UvEvrxMrr9JLWBDFigZkdsiLOVQhTKuAAyYoUXyiCSaC6ayQjLDAROnCCrqEr5/C/0mzbNmnln1VLtbO53XkwT44AEfABmegBi5BHTQAAXfgATyBZ+PeeDRejNfZaM6Y7+yCHzDePgEDKpWb</latexit>

⇡k
b

<latexit sha1_base64="NEpc9iS6qv4KF7lHQ5iVPJOla3E=">AAAB/XicdVDLSgMxFM3UV62v+ti5CbaCqyFTHW13RTcuK9gHtLVk0kwbmnmQZIQ6DP6KGxeKuPU/3Pk3ZqYVVPRA4HDOvdyT44ScSYXQh5FbWFxaXsmvFtbWNza3its7LRlEgtAmCXggOg6WlDOfNhVTnHZCQbHncNp2Jhep376lQrLAv1bTkPY9PPKZywhWWhoU98q9kA3inofVWLqxkyQ3VnlQLCET2TXbQhCZNrJqxymp1aontg0tE2UogTkag+J7bxiQyKO+IhxL2bVQqPoxFooRTpNCL5I0xGSCR7SrqY89Kvtxlj6Bh1oZQjcQ+vkKZur3jRh7Uk49R09mKX97qfiX142UW+3HzA8jRX0yO+RGHKoAplXAIROUKD7VBBPBdFZIxlhgonRhBV3C10/h/6RVMa1T07qqlOrn8zryYB8cgCNggTNQB5egAZqAgDvwAJ7As3FvPBovxutsNGfMd3bBDxhvn6r5lWE=</latexit>

⇡1
b

<latexit sha1_base64="JQZJ1+251J4AodQeT86lHSP/9w8=">AAAB/XicdVDLSgMxFM3UV62v8bFzE2wFV0OmOtruim5cVrAPaGvJpJk2NPMgyQh1KP6KGxeKuPU/3Pk3ZqYVVPRA4HDOvdyT40acSYXQh5FbWFxaXsmvFtbWNza3zO2dpgxjQWiDhDwUbRdLyllAG4opTtuRoNh3OW2544vUb91SIVkYXKtJRHs+HgbMYwQrLfXNvVI3Yv2k62M1kl7iTqc35VLfLCILOVXHRhBZDrKrxympVisnjgNtC2UogjnqffO9OwhJ7NNAEY6l7NgoUr0EC8UIp9NCN5Y0wmSMh7SjaYB9KntJln4KD7UygF4o9AsUzNTvGwn2pZz4rp7MUv72UvEvrxMrr9JLWBDFigZkdsiLOVQhTKuAAyYoUXyiCSaC6ayQjLDAROnCCrqEr5/C/0mzbNmnln1VLtbO53XkwT44AEfABmegBi5BHTQAAXfgATyBZ+PeeDRejNfZaM6Y7+yCHzDePgGsfpVi</latexit>

⇡2
b
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Local trajectories might be
heterogeneous!

Can we achieve faster convergence with heterogeneous local updates?
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Federated asynchronous Q-learning with local updates

• Local update (agent):
Performs τ rounds of local
Q-learning updates.

Q
k
t+1(st, at)← (1−η)Qk

t (st, at)+ηTt(Qk
t )(st, at).

• Periodic averaging (server):
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Agent 𝑘 …
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Sample complexity of federated Q-learning



Prior art

Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q ≠ QıÎŒ Æ Á?
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single-agent 
Q-learning

Unfavorable dependencies on salient problem parameters (γ, µmin, |S|)
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Our theorem

Theorem (this work)

For sufficiently small ϵ > 0, if τ is not too large, federated asynchronous
Q-learning yields ∥Q̂−Q⋆∥∞ ≤ ϵ with sample complexity at most

Õ

(
Chet

Kµmin(1− γ)5ϵ2

)
ignoring the burn-in cost that depends on the mixing times, where

µmin := min
k,s,a

µk
b(s, a)︸ ︷︷ ︸

stationary distribution

and Chet := Kmax
k,s,a

µk
b(s, a)∑K

k=1 µ
k
b(s, a)

.

• 1 ≤ Chet ≤ 1
µmin

measures the heterogeneity of local behavior
policies.

• Chet ≈ 1 when the local behavior policies are similar.
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Near-optimal linear speedup
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single-agent 
Q-learning

Linear speedup with near-optimal parameter dependencies!
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Curse of heterogeneity?

• Full coverage: The insufficient coverage of just one agent can
significantly slow down the convergence (i.e. µmin ≈ 0)

• Curse of heterogeneity: Performance degenerates when local
behavior policies are heterogeneous (i.e. Chet ≫ 1).

…

Is it possible to alleviate these limitations?

18
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How to federate Q-learning

without the curse of heterogeneity?



Importance averaging

Key observation: Not all updates are of same quality due to limited
visits induced by the behavior policy.

… …+

Importance averaging: Averages the local Q-values assigning higher
weights on more frequently updated local values via

Qt(s, a) =

K∑
k=1

αk
t (s, a)Q

k
t (s, a),

where

αk
t =

(1− η)−N
k
t−τ,t(s,a)∑K

k=1(1− η)−N
k
t−τ,t(s,a)

, Nk
t−τ,t(s, a) =

number of visits
in the sync period

.
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higher weights
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Sample complexity of federated Q-learning

with importance averaging



Our theorem

Theorem (this work)

For sufficiently small ϵ > 0, if τ is not too large, federated asynchronous
Q-learning with importance averaging yields ∥Q̂−Q⋆∥∞ ≤ ϵ with sample
complexity at most

Õ

(
1

Kµavg(1− γ)5ϵ2

)
ignoring the burn-in cost that depends on the mixing times, where

µavg = min
s,a

1

K

K∑
k=1

µk
b(s, a).

• No performance degeneration due to heterogeneity (Chet).

• Near-optimal linear speedup.
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Equal averaging versus importance averaging

Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q ≠ QıÎŒ Æ Á?
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Importance 

averaging
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Faster convergence: µavg ≥ µmin
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Partial-coverage

Partial coverage is enough as long as agents collectively cover the entire
state-action space, i.e.,

µavg = min
s,a

1

K

K∑
k=1

µk
b(s, a) > 0

…

No longer require full coverage of every individual agent!
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Blessing of heterogeneity

Prior art for asynchronous Q-learning

Question: how many samples are needed to ensure Î ‚Q ≠ QıÎŒ Æ Á?
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Importance 

averaging

Eq
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full-coverage

…

partial-coverage

Overcome the insufficient coverage of individual agents
by exploiting heterogeneity!
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Final remarks

Agent 1 Agent 2 Agent 𝐾…

Parameter server

Agent 𝑘 …

Near-optimal linear speedup of federated Q-learning
without full coverage of individual agents!
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Thanks!

• The Blessing of Heterogeneity in Federated Q-Learning: Linear Speedup and
Beyond, ICML 2023. (arXiv: 2305.10697)
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